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Abstract. Fredo is a generic domain-independent broker that creates value-
added information taking into account the preferences specified by its clients. 
Fredo uses ontology services and yellow pages services to discover a set of 
agents that can provide information relevant to its clients’ requests. Fredo uses 
an intelligent heuristic strategy based on a fuzzy evaluation mechanism to plan 
the queries it uses to gather relevant information for its clients’ needs. In order 
to handle possible information overload, we have designed a special purpose 
interaction protocol, the paged information-request protocol, which is used to 
govern the interaction between Fredo and information providers. Fredo also 
uses a fuzzy inference engine to evaluate the gathered information with respect 
to the preferences specified by its clients. Fredo has been developed by and 
used in the Agentcities project. Fredo uses the FIPA ACL inter agent commu-
nication language with FIPA SL contents. It was implemented in JAVA and 
Prolog and runs on FIPA++, a FIPA compliant agent platform. 

1. Introduction 

In open agent systems such as that of the Agentcities project [17] it is important to 
have agents capable of dynamically creating value-added information for the user or 
for other agents. Further more, the process by which information is sought, inte-
grated, and evaluated should be as independent as possible of the particular applica-
tion domain so that it can be used in different domains, relying on different ontolo-
gies. 

Fredo is a broker agent capable of searching information from various sources, 
pertaining diverse topics, integrating it in coherent ways and evaluating it according 
to specified preferences. Fredo uses absolutely general algorithms in the sense that 
they are totally independent of the application domain. 

Fredo was built using some original proposals and ideas from several other authors 
and research groups. The main contributions to the state of the art of engineered soft-
ware agents are the integration of several ideas put forth by other researchers in a 
single implemented agent working in an open environment; the original proposal 
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regarding the representation of preferences; the paged information-request protocol, a 
new interaction protocol used to handle possible information overload; and deploying 
all the above using the FIPA standardization framework (FIPA++ [8], a FIPA com-
pliant agent platform; FIPA ACL agent communication language [11]; and FIPA SL 
content language [12][1]). Fredo also relies on the existence of FIPA compliant direc-
tory and ontology agents (DF [10] and OA [9]). 

Fredo may be used in several scenarios, such as the one represented in Figure 1. 
Fredo receives information requests from its clients. In general, it is impossible to 
satisfy the client’s request consulting only a single information provider. The relevant 
agents are discovered by contacting Directory Facilitaror agents and Ontology agents, 
using the information contained in received requests. 

 

 
 

Figure 1. Scenarios where Fredo may be used. 

Section 2 describes Fredo and analyses the obtained results. Section 3 compares 
our approach with related work. Finally, section 4 presents conclusions and future 
work. 

2. Fredo: An Information Broker Agent 

In order to satisfy clients’ requests, Fredo discovers information providers relevant 
for the received requests (Task 1 in Figure 2); it plans queries to send to the discov-
ered providers using a fuzzy heuristic rule (Task 2 in Figure 2); and it integrates the 
information received from the providers, evaluates it using a fuzzy inference mecha-
nism and sends it to its clients (Task 3 in Figure 2). All these steps of Fredo’s opera-
tion are absolutely general in the sense that Fredo does not hold any domain depend-
ent information and it does not use any domain dependent algorithm. 



 
Figure 2. Fredo’s major tasks and used technology 

Although Fredo uses fuzzy reasoning, it does not assume its clients or its providers to 
use fuzzy logic. 

2.1 Technical Overview 

We defined the class Preference to represent information preferences. This class 
enables the representation of soft preferences (values) and hard preferences (cut-off), 
which constrain the attributes specified in the attributes property. Soft constraints do 
not need to be satisfied by the information to be sent back to the client; they are 
merely used to evaluate the returned information. Hard constraints, on the other hand, 
must fulfilled by the returned information. 

The Preferences class also contains an attribute called target to hold the target ob-
ject of the specified preferences. The object hold by this attribute is evaluated with 
respect to the specified preferences. Table 1 shows a 0.7 weight preference for Italian 
cheap restaurants. 

When Fredo receives a query with a set of preferences it must discover the infor-
mation relevant for the preferences. For that purpose, Fredo consults agents providing 
yellow pages and ontology information services. In our application, these are the DF 
(Directory Facilitator) and the OA (Ontology Agent), which have been defined in the 
FIPA specifications. 

Fredo asks the OA for ontologies containing the concepts mentioned in the re-
ceived query. Then, Fredo asks the DF agent for information agents using the identi-
fied ontologies. Finally, Fredo sends queries to the identified information agents ask-
ing them for the relevant information for the received information request. 

Table 1. Preference for cheap Italian restaurants.

(Preference
:target <Restaurant> // specific object
:targetClass Restaurant
:attributes (sequence maxPrice foodType)
:values (any (sequence ?price ?type)

(and (= ?type Italian)
(<= ?price 10)))

:cut-off (sequence
(AttributeCutOff :similarity 0.8)
(AttributeCutOff))

:weight 0.7)



In order to discover information providers for the preference in Table 1, Fredo asks 
the OA for an ontology containing the class Restaurant with attributes maxPrice and 
foodType, among others. Assuming the OA returns the ontology identifier “Agent-
cities-Reastaurant-Ontology”, Fredo asks the DF for information agents using that 
ontology. 

After the DF sends Fredo the identifications of the necessary information provid-
ers, Fredo asks them for the relevant information. Since the soft constraints are not 
mandatory, the information to be returned by Fredo may not fulfill them. This means 
Fredo cannot use the softly constrained attributes to limit the amount of information 
that will be returned by each information provider, which may lead to the exchange to 
huge messages (e.g., messages containing 400 restaurants). 

In order to avoid information overload, Fredo uses the hard constraints. Since hard 
constraints must be fulfilled by the returned information, Fredo uses them to limit the 
amount of information he asks the information providers. However, hard constraints 
are not mandatory therefore Fredo uses a fuzzy heuristic rule to create hard con-
straints whenever they are not specified in the received preferences. 

The heuristic rule is based on the specified preference weight, which is mandatory. 
When the preference is very important (high weight), it means Fredo’s client is will-
ing to receive only information that is not too bad with respect to the preference. If 
the preference is not important (low weight), it means Fredo’s client would not mind 
receiving information that is not highly rated with respect to the preference. Using 
this heuristic, Fredo computes a symbolic condition that constrains the asked informa-
tion to those records that are as good as ¾ of the value of the preference weight. The 
quality of the record is evaluated using a fuzzy mechanism. 

Even so, the returned information may be too much therefore Fredo uses a special 
purpose interaction protocol, called the paged-information-request protocol, that was 
created to ask information one page at a time (Figure 3). Using this protocol, the 
agent my find answer for its problem in the first page and decided to cancel the inter-
action. 

 
Figure 3. Paged Information-Request Protocol. 

When the information asked from information providers is received, Fredo integrates 
and evaluates it and send it to its client. The evaluation of the received information 



with respect to the specified preferences is made by a fuzzy inference mechanism. 
Each preference is converted into a fuzzy proposition. The final evaluation is the 
average of the fuzzy values of each of the fuzzy propositions weighted by the prefer-
ence weight. 

2.2 Analysis of the Results 

Fredo has been implemented and tested in several circumstances, including in the 
Agentcities audit in Barcelona in which it was used with agents (requesters, provid-
ers, directory and ontology agents) designed and developed by different teams. In one 
experiment Fredo integrates information from two main ontologies: restaurant ontol-
ogy, and transportation ontology, which share the geographic information ontology. 
Different agents serve the information described in these ontologies, which means 
that Fredo is capable of interacting with different information providers. 

With our approach, preferences representation is very expressive, allowing Fredo 
to integrate information from several ontologies provided by different agents, and 
supports a general domain-independent algorithm in all of its processing stages. 

The same message may specify several preferences at the same time, about differ-
ent classes and ontologies. Each preference may specify any logical combination of 
soft and hard constraints. The expressive power of the approach results not only of 
the proposed preferences representation but also of the flexibility of the used content 
language (FIPA SL [12]). 

The process used by Fredo for discovering the relevant information providers re-
lies upon the structure of the received information request whose content is com-
pletely expressed in FIPA SL. But it is possible only because Fredo can dynamically 
consult directory services and ontology services provided by FIPA agent platforms. 

The use of cut-off values (whether explicitly specified within the received prefer-
ences or heuristically computed by the Fredo) greatly reduces the amount of informa-
tion that is asked to information providers. 

The use of the paged information-request protocol allows the agent to request the 
provider to stop sending information as soon as it becomes satisfied. This may hap-
pen because some “satisficing” criterion specified in the message is met or because 
the client does not want to receive more information. In some experiments, using our 
600-restaurant database and a page length of 10 restaurants, the satisficing criterion is 
met by information contained in the first or in the second page sent by the provider. 
This means Fredo processes only 20 instead of 550 restaurants. 

The choice of evaluating all received data with respect to the preferences, instead 
of considering only the data that totally satisfies all the preferences at once has shown 
appropriate in realistic applications. This is the case because, most of the times, it is 
impossible to find data that satisfies all preferences and also because the client prefers 
to receive imperfect solutions instead of no solutions at all. 



3 Related Work 

Brokers are intermediates who receive client requests, distribute the load to process 
those requests among several registered service providers and, in the end, return the 
obtained results. The design of these brokers may be tailored to a specific domain, 
like electronic commerce [2], be less domain dependent as in [3] and [14], where it is 
required a priory knowledge of the domain, or be domain independent as it is the case 
with [15] and Fredo. 

The application scenario used in [14] is quite similar to Fredo’s. However, their 
solution is quite rigid, since brokers have their own ontology with schema mappings 
to information providers’ ontologies maintained locally. From those mappings it is 
then easy to distribute requests, but conversely we are constrained to the existence of 
those mappings. Fredo searching for providers is dynamic, since it does not hold 
domain ontology or mapping, it searches directory and ontology agents. 

The search for providers may be supported by intermediates, like in [3], where a 
Jini-based directory and ontology service is used. Fredo works in a similar way, in the 
sense that it doesn’t hold any registration regarding providers’ domain information. 
Fredo has to use ontology agents and directory facilitator agents (yellow pages 
agents) to dynamically find providers, according to their ontologies and service types. 

In order to distribute a request, one usually has to break it down and then search 
for the right information providers that satisfy the partial requests. This task can be 
done using previous acquired domain knowledge [3], or using existent mappings 
[14]. But Fredo’s requests are decomposed using a domain independent process, 
relying on an analysis of specified preferences; domain information is just acquired 
from ontology agents, after receiving the request. 

Domain knowledge may also be required to merge information from several pro-
viders [3]. Fredo does not have that limitation: value-added information is obtained 
using a generic process. 

A more generic approach than [3] and [14] is used in [15] where domain knowl-
edge about services is acquired only after receiving and analyzing requests. Those 
requests use hard-constraints, facilitating the finding and querying of providers. Fredo 
also uses preferences received in requests to better plan and distribute requests among 
providers, without previous domain knowledge. However, in [15], a simplistic ap-
proach is taken for preferences, by basically adding a new predicate. No weighted or 
fuzzy evaluation is used, as it is done in Fredo. 

None of previously described approaches have used weights on preferences. How-
ever, soft-constraints considering weights in user queries, have been in use in several 
domains, such as information searching [5][7]. In [7] absolute weights, concerning 
individual terms, and relative weights, concerning a relation between terms, may be 
used. Fredo allows for both approaches, by permitting queries to cater for constraints 
on individual attributes, and constraints among attributes. 

Soft-constraint fuzzy preferences are also used in several domains, like solving de-
cision-making problems [4] [13], where it is necessary to satisfy multiple user prefer-
ences. Fuzzy searching and classification of information has also been in use in mul-
timedia systems for some time [5] [6]. Fredo also uses a fuzzy approach to overcome 
the problem of possibly over restricted requests, poorly covered domains in providers 



or intrinsic vague definition of information in providers. Nevertheless, Fredo does not 
require that providers are aware of its fuzzy processing mechanism, where all queries 
sent by Fredo are tailored with hard constrains to retrieve the necessary results and to 
perform the fuzzy evaluation and merging the obtained results. 

In [5], as in Fredo, fuzzy evaluation is associated with weighted preferences. These 
weights, assign different relevance to the required fuzzy conditions, in order to better 
adapt to user needs. But Fredo does more, by also considering hard-constraints (i.e., 
cut-offs) in client queries. This allows, at once, a better specification of user needs, 
and a better performance of the broker, since it is possible to considerably reduce 
exchanged information with providers, making the overall solution more scalable. 

One can say that up to now no agent broker has considered all the techniques used 
by Fredo in one solution. 

4 Conclusions and Future Work 

We have proposed a flexible and expressive method for representing preferences that 
allows the specification of preferences about several attributes of an object. The rep-
resentation provides for the specification of soft and hard constraints about individual 
attributes but also about relations among them.  

The identification of the necessary information providers is an absolutely dynamic 
generic process. There is nothing that depends on a specific domain. Furthermore, the 
received set of preferences can refer to several ontologies possibly provided by sev-
eral agents. Therefore, Fredo is a general agent (i.e., domain independent) that pro-
vides a value-added information service since it may integrate information services 
using several ontologies provided by different information providers. 

We have also proposed a generic mechanism that is used to create the queries to 
send information providers in order to constrain the amount of returned information 
without discarding potentially interesting records. In addition, we have also designed 
an interaction protocol to be used when there is the risk that the answer to an informa-
tion request may contain an exaggerated number of records. 

Finally, we have designed a fuzzy mechanism that is used to evaluate gathered in-
formation from information providers with respect to the weighted preferences of the 
clients. This mechanism captures the fuzziness of human-like evaluation processes. 
Although Fredo uses a fuzzy evaluation mechanism, it does not assume other agents 
to also have fuzzy reasoning capabilities. 

This set of proposals described in this paper makes up a general information bro-
kering service that may be used in any domain without modification or recompilation. 
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